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Introduction

* The NVIDIA GeForce 8-series, with CUDA, hasitie p
to bring GPU computing to the masses

» We have ported several applications, someaarwhich
achieve >60X speedup over a single-thread CPU
implementation

* Finding good performance requires much haadduning
experimentatidabor-intensive and error-prone process

* The questions:
— Are we leaving performance on the table?
— Is there a clear optimization strategy for a cdwifole? to
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NVIDIAGeForc8800 GTX Overview

» Consists of 3&eaming multiprocessors

» For threads, each SM runs:

(SMs), each of which has:

— 8streaming process(88s) that
operate in SIMD mode

2 special function units (SFUs) ‘
8k 32-bit registers (32kB total)
16kB local shared memory
Caches

— Up to &read blocKgroups of threag

¢ Can share data between threads i
same blocks via synchronization

¢ Must have an integral amount \ \
¢ Consist of 1 to 512 threads each
— Maximum of 768 threads per SM
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Resource Allocation

Flexibility of local resource assignment to threalthen@lple) to
achieve >60X performance over a CPU-only impleonesdati®n
applications

However, this requires significant guesswork

— Parallelization optimizations_have non-iffeitiferelevelopers trained on
previous parallel systems

— Some aspects of the architecture are notdirotlgble or easily observab
« Instruction scheduling and register allocda#orubtime environment
» Cache attributes
In particular, theantization effecif the assignment of integral
numbers of thread blocks to SMs
— Causes discontinuities in optimization spaces
— Guides hand-optimization into local perforrxamee ma
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Resource Allocation Example

Area determlne§ overall pffrforrnance Insufficient registers to
Core Computat?( SP/UtlIlzatlon allocate 3 blocks
Contexts
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(a) Pre-"optimization” (b) Post-“optimization”

Increase in per-thread performance, but fewer thre
Lower overall performance

140

120 50% Performance Increase
100 | Over Hand-Optimized Version o
80 L]
60 - o
:a" 40 o
20 +
0 (CUDA v1.0)

Probably the simplest useful kernel one can imagimg atigndful
of different optimizations, but still a non-irvizdtog space
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Matrix Multiplication Resource Usage

Much better code efficiency with roughly equivalent SP utilization and fewer threads
\
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(a) Hand-optimized Configuration (b) Optimal Configuration
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HandOptimization Discussed

» Why weren’t rectangular tiling factors tried?
— Did not occur to most of a group of students impliémenti
— Less static thread-level parallelism: %2 or ¥2 as many threads

— Possibly less dynamic concurrency due to additionelaggists
* In this case, matgnamic concurrency (converted to ILP)
« If prefetching is used, the code uses too rstarg gl does not run

» CUDA version 0.8 did not benefit from rectimgular t
— Scheduling was improved in version 1.0

— Open question as to how performance can be présenred b
different versions: probably need to rerun the search
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MRiFHD Space

Timea

Threads Per Block

8 5

Unroll Factor
(CUDA v1.0)
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MRIFHD Resource Usage

Slightly better utilization and efficiency by grouping threads differently

Thread Contexts

32KB Register File

16KB Shared Memory

(a) Hand-optimized Configuration

\_ Thread Contexts

32KB Reglster File

16KB Shared Memory

/

(b) Optimal Configuration
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Sum of Absolute Differences (SAD) Space

Time (ms)
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64 95 128 180 92 24 256 288 320 352 384

Threads per SM
« An order of magnitude more lines of code phewvidbe examples (CUDA v1.0)

« 963 different configurations
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SAD Resource Usage
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Conclusions

There is not a single path to optimizing thesmagplicat

— General goal: maximum efficiency while m&&migiization

— Starting points and initial bottlenecks vary

— Locations of optimal points vary

» The uncontrollability of the runtime’s effectopadubeess of
architectural features necessitate space search

» Even small changes in application or runtime keffwegedia new|
search for optimal configurations.

» Work currently in submission details one methodfptheduci

search space

— Reduction of as much as 98%

— Dramatic savings of both time and labor
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Questions?
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Application Performance

210 457 316
79 431 263

L B Kernel
| Application

8 8588

H264 LBM RC5-72 FEM RPES PNS SAXPY TPACF FDTD MRI-Q MRI-
[Hot Chips 19] FHD

» Most tested applications can get 10X kermeapeefawver optimized, CPU-only
versions
e Some applications can get >100X kernel performance
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Initial Work Towards Reduction of Search Space
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