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TheGeForce8800 GTX GPU
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How do we use the execution resources effectively?
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MRIFD Performance
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Overview

« CUDA and the GeForce 8800 GTX

* Principles and examples

 Benchmark performance and case studies
e Concluding remarks
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Threading Model

« Single-Program, Multiple Dat:
(SPMD)

« Random DRAM access poss
(but not recommended)

* No global synchronization
* Indexed hierarchy of structure
— Grids
— Thread Blocks
— Threads
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Architecture

GPU consists of 16treaming
multiprocessorgSMs)

Each SM consists of §ireaming
processorgSPs) and 3pecial
function unitdSFUS)

Up to 768 thread contexts per S
resources divided up among the

Many different memories

Thread blocks map into SMs
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Principles

* Leverage zero-overhead thread scheduling

 Inter-thread communication possible locally, not
globally

e Optimize use of on-chip memory

o Group threads to avoid SIMD penalties and mem:
port/bank conflicts

o Further optimization involves tradeoffs between
resources
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Managing Memory Latency

* Global memory latency is 200+
cycles

e 8 instructions/cycle

e Need 1600 instructions to avoid
stalling

« Decompose work into a fine
granularity for TLP

 |LP and MLP within each thread

have a multiplicative effect Matrix multiplication

Each thread — 1 result element
1024x1024 matrix:
1M threads
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Global Bandwidth Saturation

e 2 global loads for every 6
Instructions

 Requires more than 2X the
available bandwidth

 |nter-thread data reuse: local

scratchpad memory can reduce
global bandwidth usage
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Memory Access Pattern

Original
Access
< > ' Copy into
scratchpad
. memory
Tiled /i-
Access |
Pattern i Pgrfp m
. multiplication
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Reducing Memory Bandwidth Usage

I "#
I "#
E% ! | 2 global loads,
2 shared
32 globall | M memory stores
loads $$ % 1% !
b 32 shared

I &
| memory loads

)
Developers must correctly manage data locality.
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hread Grouping

« Each memory is specialized for certain access patterns
« Efficient global memory access is linked to tile size

e For good bandwidth utilization, accesses shariédarad consist
of 16 contiguous words
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Further Improvement

 Reduce non-computation instructions
— Loop unrolling
— Change threading granularity to eliminate oydundan
 TLP vs. per-thread performance: prefetchteg, reg
tiling, traditional optimizations

 Difficult to estimate performance withoutrmerformi
the optimization and executing the kernel
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Unrolling
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Does this use
more registers?

Removal of branch instructions and address calculations
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Parboil: Speedup of GPdcelerated Functions

210 457 316 102
79 431 263 102

5o B Kernel
| B Application

H.264 LBM RC5-72 FEM RPES PNS SAXPY TPACF FDTD MRKR MRI-

FHD
Most of these required 20+ different configurations

Speedup changes the usage model!
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LBM Fluid Simulation (from SPEC CPU 2006)

« Simulation of fluid flow In a gric

e Synchronization required after
each time step

e Can reduce bandwidth usage «
caching in shared memory

 But can hold data for only 200 g J\
cells — global memory latency iSow trough a cell (dark

blue) is updated based on its

exposed flow and the flow in 18

neighboring cells (light blue).
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MR!F'D Performance Summary
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Conclusions
* Naive mapping to GeForce 8800 does not
always buy significant performance

« By following the presented principles, 10X o
more performance advantage over a single-
CPU can be achieved

 Remaining speedup involves using specializ
resources or trading off use of resources
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Other Work

e Studies of specific applications
(Computing Frontiers)

 Making sure we have the best performance
(CGO)

* Preliminary version of Parboil benchmark st
athttp://www.crhc.uiuc.edu/impact/parboil.ht

e Course on using CUDA at
http://courses.ece.uiuc.edu/ece498/all/
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